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Like “planned economy,” knowledge management is one of those concepts that immediately suggests hubris, but also the promise no sane boss can resist.  Big businesses—software, biopharmaceutical, electronics, oil and gas, financial services, you name it—have become engines of invention, with an increasing proportion of profit coming from product or process refinements introduced during the previous 12 months.  Survival depends on the ability of various company teams to “sense and respond” to markets (to use IBM’s Stephen Haeckel’s nice phrase) or coordinate with alliance partners.  

So companies innovate with (and largely under the pressure of) Web-based technologies of all kinds, portals, messaging, groupware, XML, informatics.  Instant, global exchange of facts and ideas are the solution that is also the problem.  Especially in larger companies, general managers do not so much shape their organizations for specific markets as train their organizations to take advantage of opportunities as they arise.  They play basketball, not football.  A collaboration platform—that is, managed knowledge—is essential to such flexibility.  One serious projection has global corporations spending 35 billion annually on intranet and collaboration technologies by 2004.  

Portals to Nowhere?  A good part of these investments so far have been steered into “knowledge portals,” corporate websites that bosses hope will become, in effect, libraries of best practices.  Their logic goes something like this:

· Once senior managers articulate a forward strategy, employees gain a repertoire of strategically necessary skills and methods — the know-how, know-about, know-why, etc., that constitute a major part of the company’s “intellectual capital”;

· With or without Web technology, managers can increase productivity by assigning managers to discover, organize, qualify and disseminate directories of proven skills, best methodological documents, etc., which “align” with the business’s strategy;

· With Web technology, dissemination is at the speed of light; 

· All employees should therefore feel invited—or compelled—to share what they know, so that others can learn—for big businesses, a vindication of bigness, and a “change management” problem that can eventually be licked.

What’s wrong with this logic?  For people who believe in a planned economy, nothing.  But learning in big organizations has proven thornier than this:  companies that have tried the knowledge portal approach—I myself helped lead a global initiative of this kind in a big 5 accounting firm in the mid-1990s—have found that most “shelves” in the portal either fill up with some of last year’s work or remain empty of useful current content.  Where employees are expected to make “knowledge deposits,” like authors to a library, they respond very much like authors, with writer’s bloc, the fear of humiliation, the fear of betraying confidences, the sense that they have no time, the question, “what’s in it for me?,” and a vague anxiety that they are giving away precious thought to others.  Knowledge managers—soliciting, capturing, editing and tagging content—come to seem like editorial nags.  

So users come to knowledge portals with the (hyped-up) hope of solving an immediate problem, despair of getting what they need, contribute perfunctorily, and rarely come back.  Getting a bureaucratic system like this to work by hiring “change management” consultants is a little like getting state socialism to work by hiring more commissars.  Advocates for knowledge management, alas, are facing a challenge much like what “total quality” counselors faced in the 1980s, which was to make practical a high concept whose strategic justification was self-evident, whose enabling technologies are maturing, but whose initial deployments were valuable mainly for teaching us what not to do.

The point is—and given the experience of civil society, we might have expected this—we cannot “manage” knowledge.  We can create an enabling infrastructure that allows educated people to share their thinking and “deliverables” within, and as a by-product of, ordinary work.  The real challenge is to turn the enterprise (and its many alliances) into something like the Web in microcosm; a platform for sharing that is self-organizing, like an ideas market.  We can already see the outlines of a system of this kind: it would anyway build organically from hundreds and thousands of ad hoc team collaboration spaces, the only efficient substitute for “reply all,” through which most business is currently conducted.  The key for the future is to get this collaboration infrastructure to build not only organically but also systematically.  Think about getting coral to form around a fishing net.

Companies are swarms of teams.  What is ordinary work?  How does knowledge get into the knowledge economy?  Several years ago, I spoke with Chi Sun Lai, Motorola’s first country manager for China.  “People speak of the problems of dealing with the Chinese bureaucracy,” Lai recalled, “but 90% of my problem was in Motorola.  My team and I started to develop a comprehensive marketing and manufacturing plan that would include a range of obvious products – cell phones, and so on.  I would be committing myself to Chinese officials – and then I would have to coordinate with as many as 45 Motorola executives and functional teams, negotiating with all of them to get the consensus I needed to close the deal with the government.”  

Lai’s challenge:  innovation, coordination, commitment, consensus.  Business knowledge is mostly improvised in settings like his, by people like him, in the course of dealing with problems like those.  A company’s “knowledge assets” are not, or not only, finished intellectual properties (formulae and methodologies, structured scientific findings, designs or bytes of software) snapped smartly into a product development process.  Managing knowledge cannot mean taking custody of “corporate memory” or “core competencies” or “what-Tom-knows-in-case-Tom-gets-hit-by-a-truck.”  (As if a company can “know” the past any better than a country—or Tom—can.)  

Knowledge is rather an enabled process:  a continuously rewoven web of contentious ideas and transactions that are contextual, dialectical, dynamic – personal.  And it is governed by the values of openness that allow ideas to compete.  Companies learn, in other words, because swarms of interfunctional teams, learn by analogy to past work, bring to bear systematic expertise, rely on certain structured data (e.g., experimental results, inventory levels, sales projections), recognize new patterns, and improvise new deliverables.  

There are teams that ascertain customer reactions, teams that design new prototypes, teams that procure new sources of supply, teams that create new marketing collateral, teams that secure financing—teams that conceive better ways to manage teams.  And what holds teams together is negotiation.  Employees and partners from outside firms are continuously making commitments to one another, individuals to teams and teams to one another, on projects that may last only a few months.  The functional structure of companies is becoming less important than the channels they create for the exchange of information.  

Knowledge “happens,” therefore, when the business infrastructure enabling the work of teams—appropriate technology, a deliberate atmosphere of openness—enables the natural propensity of individual employees to trade expertise and experiences so that, as team members, they can meet commitments to deliver negotiated work products.  The team is, correspondingly, more than the seat of action.  It is also the context for producing valuable content.  And context is everything. 

Knowledge Architecture and External Content.  The late physicist Richard Feynmann observed that the eye is not a collector of information, but a filter of it; if the eye could see all wave-lengths of the spectrum (x-rays, gamma rays, FM waves) we could make sense of nothing; the abundance of information, and the clashing of contexts, would paralyze us—which is why the eye allows us to see only what we can touch.  What we need to touch is a function of what we need to do.  

But here is the problem.  How do we narrow filters on information so that they can bring help to employees in the specific contexts of specific teams?  We know that our browser can access virtually all the information we need, mostly for free, but who has the time to browse?  While writing this essay, I searched for “supply chain management” on Google and got about 1,200,000 hits.  “Merck” produced 657,000 hits (in .08 seconds, though this seemed of little consolation).  How to enable exploration of such richness, especially when internal content (produced organically in the company’s own messaging and collaboration spaces) is added in?  

First, senior managers must forget the technology and do what institutions of higher learning have always done, namely, bound critically important knowledge domains within a system of classification that maps to anticipated communities of practice.  This is art, not science, but somebody has to do it; a half-right classification is better than none at all.  Managers must provide a “knowledge architecture” for the organization—a unique corporate context for filtering “content”—which reflects the likely ways teams would self-identify.  This usually means articulating the matrices of the organization (for one of Mr. Lai’s reports, “marketing,” “cell phones,” “corporate development,” “China”).  Given this system, presentations, white papers, discussion threads, unstructured scientific findings, etc. take on critically helpful tags as they are created, and fly around the company pre-classified for retrieval by increasingly powerful search engines.  

Corporate matrices change quickly, and getting them approved can be a little like getting a bill passed in Congress.  But even if classifications of practice areas and content types are only temporarily stable, they become the spine of the collective workspace, physical and virtual.  The real challenge of groupware is group, not ware.  And like physical architecture when it is right, a knowledge architecture of this kind stops us in our tracks, excites the imagination of those we seek to teach, implying a vivid sense of what the company stands for.  Management will now need to find a way to shape the free-wheeling messaging environment without imposing rigid direction, much like the Web itself does.  Employees and partners will have to think “out-of-the-box,” so management will have to supply boxes.    

Once stipulated, the knowledge architecture has obvious advantages for filtering what is external to the company.  There is a universe of Web-based information which teams need to stay on top of: news, analyst reports, etc.  Companies can now augment search engines like Google and Yahoo with filtering algorithms, largely developed in the intelligence services, that get fewer and more relevant hits for them.  (For, say, “information risk management,” the firm I worked for deployed customized Boolean search strings as complex as a short encyclopedia article, running against only those sources that are authoritative enough to trust.)  Content “aggregation and filtering” companies like Lexis-Nexis can do this work, deploying small armies of research librarians to write and refine filters for thousands of business topics, and run the filters against qualified sources for particular topics, news organizations, investment banks, and even universities and consulting companies.  

Knowledge Architecture + Collaboration = Publication.  Filtering content from internal sources is a more elaborate task but the principle is the same.  If we are right that business information is best grasped in terms of the team activity that produced it, we will need to navigate to many producers’ frames of reference.  How do we induce those team members to “publish” their content, in the context in which it is produced, and with relevant tags so that others will know where to look?  

The answer is, we don’t.  We merely ask team leaders to name the team collaboration space according to the corporate knowledge architecture and we automatically tag what is shared in such spaces.  Once tagged, internal content can be filtered and retrieved exactly like the external content is.  (Automatic tagging means knowing how to build a application layer that applies an XML schema to each document—trust it can be done—we won’t go into it here.)  Project workflow determines the types of the content; the matrix of the organization determines the context for content.  A company’s most important current materials actually reside in the messaging system, as email attachments, or in groupware, as part of team-based databases managed as collaborative workspaces.  The point is to make this content potentially available as it is created.  After creation, work products—memos, presentations, unstructured findings—the problem becomes one of security, not classification, the “reading privileges” that allow qualified employees to certain things, and unqualified people not to.  

Conclusion:  The Boundaries of Organization.  It is in collaborative work, not as individuals coming to portals or libraries, that the most important transactions of the company should be grasped.  Ray Ozzie, the visionary behind Lotus Notes and Groove Networks, argues that the most innovative thinking now happens on the margins of companies, on the boundary between an enterprise and its business partners, as teams negotiate with suppliers, customers, research groups, and others.  Collaboration spaces must be launched with the idea that they will become the content management system for many portals.  

In any case, “knowledge management” is growing up in this way, and not too soon.  The growth of a company means managing partnership.  The system designed to manage communities of practice in the organization is the only system likely to manage the value chain outside of the organization, connecting research groups to marketing and production partners.  Which is another way of saying that knowledge infrastructure is the sinew making virtual organizations real.  And virtual organizations are going to be the only ones we’ll have.
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